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Introduction

Predicting an outcome using machine learning models differs based on the nature  of this outcome.
Whether it is categorical  or numerical , further improvements to the dataset are required including

cleaning , engineering features and ensure data quality .
Ismail Ouahbi

ML workflow

1. Look at the big picture.

2. Get the data.

3. Discover and visualize the data to gain insights.

4. Prepare the data for Machine Learning algorithms.

5. Select a model and train it.

6. Fine-tune your model.

7. Present your solution.

8. Launch, monitor, and maintain your system.

Data Description

Diamonds price prediction using Machine Learning Regression Models,
The data is composed of 10 variables :

price price in US dollars ($326--$18,823)

carat weight of the diamond (0.2--5.01)

cut quality of the cut (Fair, Good, Very Good, Premium, Ideal)

color diamond colour, from J (worst) to D (best)

clarity a measurement of how clear the diamond is (I1 (worst), SI2, SI1, VS2, VS1, VVS2, VVS1, IF (best))

x length in mm (0--10.74)

y width in mm (0--58.9)

z depth in mm (0--31.8)

depth total depth percentage = z / mean(x, y) = 2 * z / (x + y) (43--79)

table width of top of diamond relative to widest point (43--95)

Our target variable is the price , which is a numerical  outcome.

We are going to use regression algorithms  ( Linear  Reg, Lasso  Reg & Ridge  Reg,) in order to predict this numerical outcome

import packages

EDA part

Unnamed: 0 carat cut color clarity depth table price x y z

0 1 0.23 Ideal E SI2 61.5 55.0 326 3.95 3.98 2.43

1 2 0.21 Premium E SI1 59.8 61.0 326 3.89 3.84 2.31

2 3 0.23 Good E VS1 56.9 65.0 327 4.05 4.07 2.31

3 4 0.29 Premium I VS2 62.4 58.0 334 4.20 4.23 2.63

4 5 0.31 Good J SI2 63.3 58.0 335 4.34 4.35 2.75

(53940, 11)

The dataset is composed of 53940 rows and 10 columns(without counting the Unnamed: 0  column)

Unnamed: 0 carat depth table price x y z

count 53940.000000 53940.000000 53940.000000 53940.000000 53940.000000 53940.000000 53940.000000 53940.000000

mean 26970.500000 0.797940 61.749405 57.457184 3932.799722 5.731157 5.734526 3.538734

std 15571.281097 0.474011 1.432621 2.234491 3989.439738 1.121761 1.142135 0.705699

min 1.000000 0.200000 43.000000 43.000000 326.000000 0.000000 0.000000 0.000000

25% 13485.750000 0.400000 61.000000 56.000000 950.000000 4.710000 4.720000 2.910000

50% 26970.500000 0.700000 61.800000 57.000000 2401.000000 5.700000 5.710000 3.530000

75% 40455.250000 1.040000 62.500000 59.000000 5324.250000 6.540000 6.540000 4.040000

max 53940.000000 5.010000 79.000000 95.000000 18823.000000 10.740000 58.900000 31.800000

The describe method gives us some statistical measurements of the numerical columns

<class 'pandas.core.frame.DataFrame'>

RangeIndex: 53940 entries, 0 to 53939

Data columns (total 11 columns):

 #   Column      Non-Null Count  Dtype  

---  ------      --------------  -----  

 0   Unnamed: 0  53940 non-null  int64  

 1   carat       53940 non-null  float64

 2   cut         53940 non-null  object 

 3   color       53940 non-null  object 

 4   clarity     53940 non-null  object 

 5   depth       53940 non-null  float64

 6   table       53940 non-null  float64

 7   price       53940 non-null  int64  

 8   x           53940 non-null  float64

 9   y           53940 non-null  float64

 10  z           53940 non-null  float64

dtypes: float64(6), int64(2), object(3)

memory usage: 4.5+ MB


There are 3 main data types: int , float  and object

0

There are 0 null-value

carat cut color clarity depth table price x y z

1005 0.79 Ideal G SI1 62.3 57.0 2898 5.90 5.85 3.66

1006 0.79 Ideal G SI1 62.3 57.0 2898 5.90 5.85 3.66

1007 0.79 Ideal G SI1 62.3 57.0 2898 5.90 5.85 3.66

1008 0.79 Ideal G SI1 62.3 57.0 2898 5.90 5.85 3.66

2025 1.52 Good E I1 57.3 58.0 3105 7.53 7.42 4.28

... ... ... ... ... ... ... ... ... ... ...

47969 0.52 Ideal D VS2 61.8 55.0 1919 5.19 5.16 3.20

49326 0.51 Ideal F VVS2 61.2 56.0 2093 5.17 5.19 3.17

49557 0.71 Good F SI2 64.1 60.0 2130 0.00 0.00 0.00

50079 0.51 Ideal F VVS2 61.2 56.0 2203 5.19 5.17 3.17

52861 0.50 Fair E VS2 79.0 73.0 2579 5.21 5.18 4.09

146 rows × 10 columns

Some duplicated values are there, let's drop them

carat cut color clarity depth table price x y z

G    11262
E     9776
F     9520
H     8272
D     6755
I     5407
J     2802
Name: color, dtype: int64

the number of best  diamonds color D  is greater than J-worst  (refer to data description at the top for details)

Check for patterns & correlations

carat cut color clarity depth table price x y z

0 0.23 Ideal E SI2 61.5 55.0 326 3.95 3.98 2.43

1 0.21 Premium E SI1 59.8 61.0 326 3.89 3.84 2.31

2 0.23 Good E VS1 56.9 65.0 327 4.05 4.07 2.31

3 0.29 Premium I VS2 62.4 58.0 334 4.20 4.23 2.63

4 0.31 Good J SI2 63.3 58.0 335 4.34 4.35 2.75

... ... ... ... ... ... ... ... ... ... ...

53935 0.72 Ideal D SI1 60.8 57.0 2757 5.75 5.76 3.50

53936 0.72 Good D SI1 63.1 55.0 2757 5.69 5.75 3.61

53937 0.70 Very Good D SI1 62.8 60.0 2757 5.66 5.68 3.56

53938 0.86 Premium H SI2 61.0 58.0 2757 6.15 6.12 3.74

53939 0.75 Ideal D SI2 62.2 55.0 2757 5.83 5.87 3.64

53794 rows × 10 columns

<seaborn.axisgrid.FacetGrid at 0x240f1b566a0>

<seaborn.axisgrid.FacetGrid at 0x240f22fb8e0>

we can notice that a linear relationship  exists between the two variables( y  & x )

The existence of some outliers is also noticeable

Text(0.5, 1.0, 'width(mm)')

The length  feature is close to Gaussian distribution  whereas the width  feature is a little skewed to the right

some features are skewed  and some of them tend to follow a Normal Distribution

We will perform some transformations  to some features in order to reduce the skewness

pairplot
this is a powerful & intuitive plot to summarize the main relationships

<seaborn.axisgrid.PairGrid at 0x240f4359940>

Using Polynomial Features  during the Feature engineering  will help us capture these relationships

[(0, 1), (2, 3), (4, 5), (6, 1)]

the correlation between x  & y  is very strong, we notice also the existence of a relationship between x  & z .
adding the variable carat  to the ground brings alot of additional insights

The type of correlations between each feature  & our target variable  is far from a linear one but they are strongly correlated.

<AxesSubplot:>

As seen before, this heatmap confirms our previous interpretations

0 1 2 3 4 5 6 7

0 NaN 0.027861 0.181091 0.921548 0.975380 0.951908 0.953542 0.947523

1 NaN NaN -0.297669 -0.011048 -0.025348 -0.029389 0.094757 -0.026035

2 NaN NaN NaN 0.126566 0.194855 0.183231 0.150270 0.187081

3 NaN NaN NaN NaN 0.884504 0.865395 0.861208 0.852543

4 NaN NaN NaN NaN NaN 0.974592 0.970686 0.990493

5 NaN NaN NaN NaN NaN NaN 0.951844 0.982435

6 NaN NaN NaN NaN NaN NaN NaN 0.964685

7 NaN NaN NaN NaN NaN NaN NaN NaN

carat depth table price x y z log(y)

carat NaN 0.027861 0.181091 0.921548 0.975380 0.951908 0.953542 0.947523

depth NaN NaN -0.297669 -0.011048 -0.025348 -0.029389 0.094757 -0.026035

table NaN NaN NaN 0.126566 0.194855 0.183231 0.150270 0.187081

price NaN NaN NaN NaN 0.884504 0.865395 0.861208 0.852543

x NaN NaN NaN NaN NaN 0.974592 0.970686 0.990493

y NaN NaN NaN NaN NaN NaN 0.951844 0.982435

z NaN NaN NaN NaN NaN NaN NaN 0.964685

log(y) NaN NaN NaN NaN NaN NaN NaN NaN

feature 1 feature 2 correlation abs correlation

24 x log(y) 0.990493 0.990493

26 y log(y) 0.982435 0.982435

3 carat x 0.975380 0.975380

22 x y 0.974592 0.974592

23 x z 0.970686 0.970686

27 z log(y) 0.964685 0.964685

5 carat z 0.953542 0.953542

4 carat y 0.951908 0.951908

25 y z 0.951844 0.951844

6 carat log(y) 0.947523 0.947523

2 carat price 0.921548 0.921548

18 price x 0.884504 0.884504

19 price y 0.865395 0.865395

20 price z 0.861208 0.861208

21 price log(y) 0.852543 0.852543

7 depth table -0.297669 0.297669

14 table x 0.194855 0.194855

17 table log(y) 0.187081 0.187081

15 table y 0.183231 0.183231

1 carat table 0.181091 0.181091

16 table z 0.150270 0.150270

13 table price 0.126566 0.126566

11 depth z 0.094757 0.094757

10 depth y -0.029389 0.029389

0 carat depth 0.027861 0.027861

12 depth log(y) -0.026035 0.026035

9 depth x -0.025348 0.025348

8 depth price -0.011048 0.011048

Text(0, 0.5, 'frequency')

we notice that the frequency of a correlation score ~ .9 is high

Data Preprocessing part

Index(['cut', 'color', 'clarity'], dtype='object')

0        E
1        E
2        E
3        I
4        J
        ..
53935    D
53936    D
53937    D
53938    H
53939    D
Name: color, Length: 53794, dtype: object

before

             cut color clarity

0          Ideal     E     SI2

1        Premium     E     SI1

2           Good     E     VS1

3        Premium     I     VS2

4           Good     J     SI2

...          ...   ...     ...

53935      Ideal     D     SI1

53936       Good     D     SI1

53937  Very Good     D     SI1

53938    Premium     H     SI2

53939      Ideal     D     SI2


[53794 rows x 3 columns]

--------------------

after
       cut  color  clarity

0      4.0    5.0      1.0

1      3.0    5.0      2.0

2      1.0    5.0      4.0

3      3.0    1.0      3.0

4      1.0    0.0      1.0

...    ...    ...      ...

53935  4.0    6.0      2.0

53936  1.0    6.0      2.0

53937  2.0    6.0      2.0

53938  3.0    2.0      1.0

53939  4.0    6.0      1.0


[53794 rows x 3 columns]


Now we have an all-numerical  data

Outliers

handling outliers(Outliers are the values that look different from the other values in the data)

Why dealing with outliers ?

Outliers in the data may causes problems during model fitting (esp. linear models).

Outliers may inflate the error metrics which give higher weights to large errors (example, mean squared error, RMSE).

carat       AxesSubplot(0.125,0.787927;0.352273x0.0920732)

depth    AxesSubplot(0.547727,0.787927;0.352273x0.0920732)

table       AxesSubplot(0.125,0.677439;0.352273x0.0920732)

price    AxesSubplot(0.547727,0.677439;0.352273x0.0920732)

x           AxesSubplot(0.125,0.566951;0.352273x0.0920732)

y        AxesSubplot(0.547727,0.566951;0.352273x0.0920732)

z           AxesSubplot(0.125,0.456463;0.352273x0.0920732)

dtype: object

The existence of outliers is noticeable through box-plots

Visualy, we can't detect outliers correctly(case of histograms) thus let's move to the statistical part

IQR method

QR stands for interquartile range, which is the difference between q3 (75th percentile) and q1 (25th percentile). The IQR method computes lower bound and upper bound to identify outliers.

Lower Bound = q1–1.5*IQR

Upper Bound = q3+1.5*IQR

Any value below the lower bound and above the upper bound are considered to be outliers.

{'carat': 1873, 'depth': 2525, 'table': 604, 'x': 31, 'y': 28, 'z': 48}

carat      1873

cut           0

color         0

clarity       0

depth      2525

table       604

price         0

x            31

y            28

z            48

log(y)        0

dtype: int64

(53794, 11)

carat        AxesSubplot(0.125,0.787927;0.352273x0.0920732)

depth     AxesSubplot(0.547727,0.787927;0.352273x0.0920732)

table        AxesSubplot(0.125,0.677439;0.352273x0.0920732)

price     AxesSubplot(0.547727,0.677439;0.352273x0.0920732)

x            AxesSubplot(0.125,0.566951;0.352273x0.0920732)

y         AxesSubplot(0.547727,0.566951;0.352273x0.0920732)

z            AxesSubplot(0.125,0.456463;0.352273x0.0920732)

log(y)    AxesSubplot(0.547727,0.456463;0.352273x0.0920732)

dtype: object

Not perfect but much better than before

Important note

After analyzing the distribution of both x  & y  we notice a major similarity  between them, let's discover this statistically .

x y

53763 5.63 5.67

53764 5.74 5.77

53765 5.43 5.38

53766 5.48 5.40

53767 5.84 5.81

53768 5.94 5.90

53769 5.84 5.86

53770 5.71 5.74

53771 6.12 6.09

53772 5.93 5.85

53773 5.89 5.87

53774 5.57 5.61

53775 5.59 5.65

53776 5.67 5.58

53777 5.80 5.84

53778 5.82 5.84

53779 5.95 5.97

53780 5.71 5.73

53782 6.03 5.96

53783 5.76 5.73

53784 5.79 5.74

53785 5.74 5.73

53786 5.71 5.76

53787 5.69 5.72

53788 5.69 5.73

53789 5.75 5.76

53790 5.69 5.75

53791 5.66 5.68

53792 6.15 6.12

53793 5.83 5.87

count mean std min 25% 50% 75% max

x 49191.0 5.616158 1.027540 3.73 4.67 5.61 6.47 8.34

y 49191.0 5.620879 1.021784 3.68 4.68 5.61 6.47 8.27

array([[<AxesSubplot:title={'center':'x'}>,

        <AxesSubplot:title={'center':'y'}>]], dtype=object)

<matplotlib.collections.PathCollection at 0x2b2dce643d0>

So, our hypothesis is true

count mean std min 25% 50% 75% max

0 49191.0 0.998996 0.009738 0.749169 0.9925 0.995495 1.006766 1.615572

This suggests removing one of the two features as no additional information is given(when one of them is here we can easily infer the second)

carat cut color clarity depth table price y z log(y)

0 0.23 4.0 5.0 1.0 61.5 55.0 326 3.98 2.43 1.605430

1 0.21 3.0 5.0 2.0 59.8 61.0 326 3.84 2.31 1.576915

3 0.29 3.0 1.0 3.0 62.4 58.0 334 4.23 2.63 1.654411

4 0.31 1.0 0.0 1.0 63.3 58.0 335 4.35 2.75 1.677097

5 0.24 2.0 0.0 5.0 62.8 57.0 336 3.96 2.48 1.601406

----------------------Execute from here------------------------------------

Features` skewness

carat      0.729621

cut       -0.641315

color     -0.213516

clarity    0.526213

depth     -0.245751

table      0.377942

price      1.597436

y          0.256599

z          0.254492

log(y)     0.073074

dtype: float64

During our model-building process, we'll create a pipeline containing standarization  to ensure that all features have the same scale

-------------------------------------------------------------------example----------------------------------------------------------------

For example, A variable that ranges between 0 and 1000 will outweigh  a variable that ranges between 0 and 1. Using these variables without standardization will give the variable with the larger range

weight of 1000 in the analysis. Transforming the data to comparable scales can prevent this problem. Typical data standardization  procedures equalize  the range and/or data variability.

Building our ML model

carat cut color clarity depth table price y z log(y)

0 0.23 4.0 5.0 1.0 61.5 55.0 326 3.98 2.43 1.605430

1 0.21 3.0 5.0 2.0 59.8 61.0 326 3.84 2.31 1.576915

2 0.29 3.0 1.0 3.0 62.4 58.0 334 4.23 2.63 1.654411

3 0.31 1.0 0.0 1.0 63.3 58.0 335 4.35 2.75 1.677097

4 0.24 2.0 0.0 5.0 62.8 57.0 336 3.96 2.48 1.601406

0.9094574950224463

A 90% model accuracy is good but who guarantees that it will generalize well?

Can we increase this accuracy score more ?

adding polynomial features

During our EDA part we've noticed that some non-linear relationships exist between features, let's best present those patterns

0.979122879493727

The increase in accuracy is noticeable.

Our data-augmentation has helped improving our model accuracy

What about accuracy score for training data?

Are we sure that our model is good enaugh?

0.9819461912261326

Oops!

Our model overfits the data highly but, how much confidence do we have about this fact?

Evaluation Using Cross-Validation

0.26025273524455494

This is worse .

From the solutions to prevent overfitting is regularization , let's discover it.

Fine-tune our model

Lasso Regression

Launch our model
grid.fit(X_train,y_train)

(0.9803178376511497,

 {'lasso_regression__alpha': 0.3039195382313201,

  'polynomial_features__degree': 3})

more informations
grid.cvresults

0.9792656721005385

Very Good!

Ridge Regression

Launch our model
grid.fit(X_train,y_train)

(0.9801646585771057,

 {'polynomial_features__degree': 3,

  'ridge_regression__alpha': 7.278953843983161})

0.9794036115480247

Very Good!

Done by: Ismail Ouahbi 29/06/22

In [19]: import pandas as pd

import numpy as np

import matplotlib.pyplot as plt

import seaborn as sns



#set seaborn style as default style

sns.set()


In [20]: # load the dataset

path = '../data/diamonds.csv'

data = pd.read_csv(path)


In [21]: # overview about data
data.head()


Out[21]:

In [22]: # data shape

data.shape


Out[22]:

In [23]: # quick summary of the dataset

data.describe()


Out[23]:

In [24]: # The Data type of each column

data.info()


In [178… # check for null values

data.isnull().sum().sum()


Out[178]:

In [25]: # drop the unimportant column

data = data.drop(['Unnamed: 0'] , axis=1)


In [26]: #check for duplicated values

data[data.duplicated(keep='first')]


Out[26]:

In [27]: # get their indexes

df_duplicated = data[data.duplicated(keep='first')]

# drop them from the original data frame

data = data.drop(df_duplicated.index , axis=0)


In [28]: # verify again

data[data.duplicated(keep='first')]


Out[28]:

In [29]: # the number of entries for each color

data.color.value_counts()


Out[29]:

In [30]: data


Out[30]:

In [31]: # length vs width

#-----scatter plot--------

sns.set_theme(color_codes=True)

sns.lmplot(x='x', y='y', data=data,height=6)


Out[31]:

In [32]: # adding log(y) to check for correlation

data['log(y)'] = np.log1p(data['y'])


In [33]: sns.lmplot(x='x', y='log(y)', data=data,height=6)


Out[33]:

In [34]: # the distribution of variables

fig,(ax1,ax2) = plt.subplots(1,2)

ax1.hist(data.x)

ax1.set_title('length(mm)')

ax2.hist(data.y)

ax2.set_title('width(mm)')


Out[34]:

In [35]: # distribution of each feature

  # get only numerical variables

num_var = data.describe().columns



#plot the histogram of each feature

axList = data[num_var].hist(bins=18,figsize=(9,9))



# Add some x- and y- labels to columns and rows

for ax,title in zip(axList.flatten(),num_var.tolist()):

    ax.set_title(title)

    if ax.get_subplotspec().is_first_col():

        ax.set_ylabel('Frequency')


In [36]: sns.set_context('talk')

sns.pairplot(data, hue='color', height=2)


Out[36]:

In [190… # create list of numerical values

l = list(num_var)


In [191… # remove the log1p(y) added column

l.remove('log(y)')


In [192… # loop through to create indexes

list_indexes=list()

for i in range(len(l)):     

    if(i%2==0 and i!=len(l)-1):

        list_indexes.append((i,i+1))

    if(i==len(l)-1):

        list_indexes.append((i,1))


In [193… #generate a list of pair indexes

    #check

list_indexes


Out[193]:

In [194… #check for correlation between each two numerical variables

h=1

plt.figure(figsize=(16,20))

for i,j in list_indexes:

    plt.subplot(4, 1, h)

    plt.scatter(data[num_var[i]],data[num_var[j]])

    plt.title(f'the correlation of {num_var[i]} vs {num_var[j]}')

    plt.xlabel(num_var[i])

    plt.ylabel(num_var[j])

    h+=1

plt.show()


In [195… # another powerful plot that builds a linear model

sns.lmplot(x='x', y='z', data=data,height=6)

sns.lmplot(x='x', y='y', data=data,height=6)

sns.lmplot(x='y', y='z', data=data,height=6)

sns.lmplot(x='carat', y='x', data=data,height=6)

sns.lmplot(x='carat', y='y', data=data,height=6)

sns.lmplot(x='carat', y='z', data=data,height=6)

plt.show()


In [196… # create a new small dataframe

    # remove the 'log1p(y)' column plus the target variable

small_data = data.drop(['price','log(y)'],axis=1)


In [197… # remove the "price" column from our list

l.remove('price')


In [198… # the correlation of each feature & the target

h=1

plt.figure(figsize=(10,35))

for i in small_data[l]:

    plt.subplot(len(small_data.columns), 1, h)

    h+=1

    plt.scatter(y=data['price'],x=data[i])

    plt.xlabel(i,fontdict={'fontsize':13})

    plt.ylabel('price')


In [199… # The correlation matrix(using heatmap)

plt.figure(figsize=(10,10))

    #Generating the correlation matrix

corr = data.corr()

    #heatmap

sns.heatmap(corr,linewidth = 1,annot = True)


Out[199]:

In [200… # let's create a dataframe of correlations and filter the weak ones

    #Return the indices for the lower-triangle of arr.

trill_indexes = np.tril_indices_from(corr)

corr_array = np.array(corr)



#make the unused values NANs

corr_array[trill_indexes] = np.nan


In [201… # preview result to understand

pd.DataFrame(corr_array)


Out[201]:

In [202… # create our correlation dataframe

corr_values = pd.DataFrame(corr_array, columns=corr.columns , index = corr.index)


In [203… corr_values

Out[203]:

In [204… # stack the dataframe to ensure data readability

corr_values = (

    corr_values

    .stack()

    .to_frame()

    .reset_index()

    .rename(columns={

        'level_0' : 'feature 1',

        'level_1' : 'feature 2',

        0 : 'correlation'

    })



)


In [205… # get the absolute value of correlations for sorting

corr_values['abs correlation'] = corr_values.correlation.abs()


In [206… # sort by 'abs correlation' following a descending order 

corr_values.sort_values(by='abs correlation',ascending=False)

Out[206]:

In [207… # plot to see correlation scores

sns.set_context('talk')

sns.set_style('white')

corr_values['abs correlation'].hist(figsize=(12,8))

plt.xlabel('correlation')

plt.ylabel('frequency')


Out[207]:

In [208… # Encode categorical variables(since there is an order, we'll use ordianl encoder to let our ML model understand the order)

from sklearn.preprocessing import OrdinalEncoder


In [209… # keep a copy of data intact

copy_data = data.copy()


In [210… # filter numerical values

categories = data.dtypes[data.dtypes == 'object'].to_frame().index


In [211… # preview

categories


Out[211]:

In [212… # we well prepare lists of different values for each categorical variable(ordered)

ord_color = ['J','I','H','G','F','E','D']

ord_cut = data['cut'].value_counts().sort_values().index.tolist()

ord_clarity = ['I1', 'SI2', 'SI1', 'VS2', 'VS1', 'VVS2', 'VVS1', 'IF']


In [213… # add lists to a dictionary

ordered = {

    'color':ord_color,

    'cut':ord_cut,

    'clarity':ord_clarity

}


In [214… data['color']


Out[214]:

In [215… # encode categories using Ordinale encoder

# perform encoding 

for category in categories:

    oec = OrdinalEncoder(categories=[ordered[category]])

    data[category] = oec.fit_transform(data[[category]])


In [216… # verify

print('before')

print(copy_data[categories])

print('-'*20)

print('after')

print(data[categories])


In [217… # check for outliers

    #via histograms

axList = data[num_var].drop('log(y)',axis=1).hist(bins=100, figsize=(20,20))


In [218…     # via boxplots

data[num_var].drop('log(y)',axis=1).plot(kind="box",subplots=True,layout=(7,2),figsize=(15,20))


Out[218]:

In [219… # reset data indexes (to keep the work clean)

data.reset_index(inplace=True,drop=True)


In [220… # implementation
def iqr_outlier(x,factor):

    q1 = x.quantile(0.25)

    q3 = x.quantile(0.75)

    iqr = q3 - q1

    min_ = q1 - factor * iqr

    max_ = q3 + factor * iqr

    result_ = pd.Series([0] * len(x))

    result_[((x < min_) | (x > max_))] = 1

    return result_


In [221… # after this, let's check the number of outliers for each numerical variable & turn them into nan values(for easy processing)

outliers_nb = dict()

for feature in l:

    # for each feature do this code

    outliers_nb[feature] = iqr_outlier(data[feature],1.5).value_counts()[1]

    # get the list of "1"(outliers) indexes 

    indexes = iqr_outlier(data[feature],1.5)[iqr_outlier(data[feature],1.5)==1].index.tolist()

    # replace all values matching the given indexes with NaN

    data.loc[indexes,feature] = np.nan


In [222… # check results

outliers_nb

Out[222]:

In [223… #check for null values

data.isnull().sum()


Out[223]:

In [224… data.shape


Out[224]:

In [225… # We will take the simple approach and delete outliers(as the max number 2545 represents only 4% of all data)

data.dropna(inplace=True)


In [226… # another box-plotting

data[num_var].plot(kind="box",subplots=True,layout=(7,2),figsize=(15,20))


Out[226]:

In [227… # values of 30 last values

data[['x','y']].tail(30)


Out[227]:

In [228… # statistics about x and y

data[['x','y']].describe().T


Out[228]:

In [229… # distribution of x and y

data[['x','y']].hist(figsize=(8,5))


Out[229]:

In [230… # scatter plot of x and y

plt.scatter(data['x'],data['y'])


Out[230]:

In [231… # let's examine the ratio

(data['x']/data['y']).describe().to_frame().T


Out[231]:

In [232… # drop the `x` variable

data = data.drop('x',axis=1)


In [233… # preview

data.head()


Out[233]:

In [234… # save the New data for future

data.to_csv('clean_data.csv',index=False)


In [1]: # import data

    # libraries

import pandas as pd

import numpy as np

import matplotlib.pyplot as plt

import seaborn as sns

    # set seaborn as default style

sns.set()

data = pd.read_csv('clean_data.csv')


In [2]: data.skew()


Out[2]:

In [3]: # # Let's look at what happens to one of these features, when we apply np.log1p visually.



# Choose a field
field = "table"



# Create two "subplots" and a "figure" using matplotlib

fig, (ax_before, ax_after) = plt.subplots(1, 2, figsize=(16, 5))



# Create a histogram on the "ax_before" subplot

data[field].hist(ax=ax_before)



# Apply a log transformation (numpy syntax) to this column

data[field].apply(np.log1p).hist(ax=ax_after)



# Formatting of titles etc. for each subplot

ax_before.set(title='before np.log1p', ylabel='frequency', xlabel='value')

ax_after.set(title='after np.log1p', ylabel='frequency', xlabel='value')

fig.suptitle('Field "{}"'.format(field));


In [2]: # review data

data.head()


Out[2]:

In [3]: # train test split

    # library

from sklearn.model_selection import train_test_split

    # split features and target

X = data.drop('price',axis=1)

y = data[['price']]

    # perform splitting

X_train, X_test, y_train, y_test = train_test_split(X,y,test_size=.40,random_state=42)


In [4]: # define our pipeline
from sklearn.preprocessing import StandardScaler

from sklearn.linear_model import LinearRegression,Lasso,Ridge
from sklearn.pipeline import Pipeline

ml_pipeline = Pipeline([

 ('std_scaler', StandardScaler()),

 ('lr',LinearRegression())

 ])


In [5]: # launch the model

ml_pipeline.fit(X_train,y_train)

    # score

ml_pipeline.score(X_test,y_test)


Out[5]:

In [6]: #  define a new pipeline 

    # import polynomial features package

from sklearn.preprocessing import PolynomialFeatures

    # we'll limit the degree to 3

pf = PolynomialFeatures(degree=3)

ml2_pipeline = Pipeline([

 ('std_scaler', StandardScaler()),

 ('p_features',pf),

 ('lr',LinearRegression())

 ])


In [7]: # launch the model again

# launch the model

ml2_pipeline.fit(X_train,y_train)

    # score

ml2_pipeline.score(X_test,y_test)


Out[7]:

In [8]: # score for training data

ml2_pipeline.score(X_train,y_train)


Out[8]:

In [9]: # import package
from sklearn.model_selection import cross_val_score


In [10]: # Launch the model

scores = cross_val_score(ml2_pipeline,X_train,y_train,cv=10,scoring='r2')


In [12]: # view final score(mean)

np.mean(scores)


Out[12]:

In [13]: #import necessary packages

from sklearn.model_selection import GridSearchCV


In [45]: # import Lasso Reg model

from sklearn.linear_model import Lasso

# define a new pipeline for Lasso Reg



    # notice the convention of names used in both 'estimator name' and 'params name'(to match estimator with it's hyperparameter)



ml3_pipeline = Pipeline([

    ('std_scaler', StandardScaler()),

    ('polynomial_features',PolynomialFeatures()),

    ('lasso_regression',Lasso())

])



# define the combination of hyperparameters

params = {

    'polynomial_features__degree': [1, 2, 3],

    'lasso_regression__alpha': np.geomspace(1e-5, 1e5, num=30)

}



# define the gridsearch

grid = GridSearchCV(ml3_pipeline, params, cv=10)


In [47]: # show scores and best params

grid.best_score_, grid.best_params_


Out[47]:

In [62]: # review the r2-score
from sklearn.metrics import r2_score
y_pred_tst  = grid.predict(X_test)



# for testing data

r2_score(y_pred_tst,y_test)


Out[62]:

In [15]: # import Ridge Reg model

from sklearn.linear_model import Ridge

# define a new pipeline for Ridge Reg



    # notice the convention of names used in both 'estimator name' and 'params name'(to match estimator with it's hyperparameter)



ml4_pipeline = Pipeline([

    ('std_scaler', StandardScaler()),

    ('polynomial_features',PolynomialFeatures()),

    ('ridge_regression',Ridge())

])



# define the combination of hyperparameters

params = {

    'polynomial_features__degree': [1, 2, 3],

    'ridge_regression__alpha': np.geomspace(1e-5, 1e5, num=30)

}



# define the gridsearch

grid = GridSearchCV(ml4_pipeline, params, cv=10)


In [17]: # show scores and best params

grid.best_score_, grid.best_params_


Out[17]:

In [18]: # review the r2-score
from sklearn.metrics import r2_score
y_pred_tst  = grid.predict(X_test)



# for testing data

r2_score(y_pred_tst,y_test)


Out[18]:
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